Scoring matrices and the statistical significance of molecular sequence features

Excercise 1: Generation of PAM matrices

1. The web-site of the CMBI contains a tool to calculate PAM matrices. Goto http://www.bioinformatics.nl/tools/pam.html and generate a PAM-120 matrix. Do you understand the output?

The output lists the PAM120 matrix.  The header includes the following information:

#

# This matrix was produced by "pam" Version 1.0.6 [28-Jul-93]

#

# PAM 120 substitution matrix, scale = ln(2)/2 = 0.346574

#

# Expected score = -1.64, Entropy = 0.979 bits

#

# Lowest score = -8, Highest score = 12

The scale indicates that the scores are given as half-bits. The expected score is ∑pijsij = -1.64 < 0 as required. The relative entropy, H, denotes the average score (information) per residue pair in alignments.

Excercise 2: comparison of PAM-30 and BLOSUM62 matrix

1. Retrieve the HBA (human) protein sequence from a protein database (Accession code  P01966)

2. Goto the NCBI standard protein Blast site (blastp) and Blast the HBA sequence against the protein database. Use the default Blosum62 matrix (which is similar to the PAM 160 matrix). 

3. Repeat these Blast searches with the first 10 amino acids of the P01966 sequence. Use the BLOSUM62 and PAM30 matrix. Can you explain the results?
The Blast with the BLOSUM62 matrix does not return any results since this matrix was optimized for identifying sequences with diverged during a specific amount of time. Stated otherwise, the diagonal value contains value that are to low to give a significant score for only 10 residues. On the other hand, the PAM30 matrix is optimized for sequences that are still very similar. The diagonal values of this matrix are high and do give a significant alignment.

4. Repeat the Blast search for the first 15 of P01966. Only use the BLOSUM62 matrix and make sure the 'composition based statistics' is off. Can you explain the results? Do you understand the output?
Now the sequence is long enough to give a significant score with BLOSUM62.
The output of the BLAST program is

>gi|6006425|emb|CAB56829.1|   hemoglobin alpha chain [Bos taurus]

          Length = 142

 Score = 33.9 bits (76), Expect = 0.66

 Identities = 15/15 (100%), Positives = 15/15 (100%)

Query: 1  MVLSAADKGNVKAAW 15

          MVLSAADKGNVKAAW

Sbjct: 1  MVLSAADKGNVKAAW 15

From the blosum62 matrix the following scores can be obtained: M=5, L=4, V=4,S=4,A=4,D=6,K=5,G=6,N=6,W=11. Summing these scores for this alignment gives a total score of 76. This is the raw score. The normalized score is calculated by using the values for lambda and K, which are given at the end of the BLAST output page. Use the gapped lambda and K values. By using the formula S'=(lambda*S-lnK)/ln2 we obtain the normalized score S'=33.9 bits. This also implies that the scoring values in the Blosum62 matrix are given in bits and thus the scale of lambda is ln(2).

To calculate the Expect value we need the size of the search space. This information is also found at the end of the blast output page. We need to used the numbers of the effective size of the search space, which is calculated as the effective size of the query times the effective size of the database = 24*436,700,696=10480816704. Now the E is calculated by E=10480816704*2^-33.9=0.66. This is the expected number of sequences with the given score that is expected by chance. This number is quite high, and therefore this alignment is not statistically significant. In fact, the probability of finding at least on such alignment with a score>33.9 is given by P=1-exp(-E)=0.48. Only if this probability would be, say, less than 0.05 the alignment would have been significant.
End of Blast output page:

  Database: All non-redundant GenBank CDS

  translations+PDB+SwissProt+PIR+PRF

    Posted date:  Mar 11, 2003 10:59 AM

  Number of letters in database: 436,700,696

  Number of sequences in database:  1,364,053

Lambda     K      H

   0.314    0.120    0.365 

Gapped

Lambda     K      H

   0.267   0.0410    0.140 

Matrix: BLOSUM62

Gap Penalties: Existence: 11, Extension: 1

Number of Hits to DB: 8,556,857

Number of Sequences: 1364053

Number of extensions: 42897

Number of successful extensions: 340

Number of sequences better than 10.0: 30

Number of HSP's better than 10.0 without gapping: 30

Number of HSP's successfully gapped in prelim test: 0

Number of HSP's that attempted gapping in prelim test: 310

Number of HSP's gapped (non-prelim): 30

length of query: 15

length of database: 436,700,696

effective HSP length: 0

effective length of query: 24

effective length of database: 436,700,696

effective search space: 10480816704

effective search space used: 10480816704

T: 11

A: 40

X1: 16 ( 7.2 bits)

X2: 38 (14.6 bits)

X3: 64 (24.7 bits)

S1: 41 (21.6 bits)

S2: 66 (30.0 bits)

Excercise 3: calculate alignment score with PAM matrices

1. In the excel sheet the tab ‘alignments’ contains an alignment of the first 10 amino acids of the P01966 sequence with itself. The spreadsheet also contains the PAM-10, PAM-250 and PAM-500 matrix. Can you calculate the score for this alignment with using these three PAM matrices? Do you understand the result?
The total scores are given in the next table. The highest score is given by the PAM10 matrix since this matrix has the highest score on its diagonal.

	 
	 
	M
	V
	L
	S
	A
	A
	D
	K
	G
	N
	 

	 
	 
	M
	V
	L
	S
	A
	A
	D
	K
	G
	N
	Totaal:

	PAM10
	Score
	12
	8
	7
	7
	7
	7
	8
	7
	7
	9
	79

	
	
	
	
	
	
	
	
	
	
	
	
	

	 
	 
	M
	V
	L
	S
	A
	A
	D
	K
	G
	N
	 

	 
	 
	M
	V
	L
	S
	A
	A
	D
	K
	G
	N
	Totaal:

	PAM250
	Score
	6
	4
	6
	2
	2
	2
	4
	5
	5
	2
	38

	
	
	
	
	
	
	
	
	
	
	
	
	

	 
	 
	M
	V
	L
	S
	A
	A
	D
	K
	G
	N
	 

	 
	 
	M
	V
	L
	S
	A
	A
	D
	K
	G
	N
	Totaal:

	PAM500
	Score
	4
	3
	7
	1
	1
	1
	3
	4
	4
	1
	29


Excercise 4: significance of database searches.

1. We have seen that to search the SwissProt database (40.000.000 residues) we require about 33 bits of information to distinguish an alignment from chance (if considering a typical protein of 250 residues). From the exercise excel sheet (tab ‘SwissProt Growth’) it can be seen that SwissProt increases with a factor of about 1.2 each year. What is the effect of this growth on the number of residues we need to distinguish an alignment from chance? Calculate this for PAM-10, PAM-120 and PAM-250.

	Year
	Residues
	Increase in size 
	Size of Search Space
	Minimum bits required
	Minumum length query sequence

	 
	 
	 
	(query protein: 250AA)
	Log2(N)
	PAM10
	PAM120
	PAM250

	1986
	969641
	 
	242410250
	28
	8
	28
	77

	1987
	1327683
	1.37
	331920750
	28
	8
	29
	79

	1988
	2498140
	1.88
	624535000
	29
	9
	30
	81

	1989
	3797482
	1.52
	949370500
	30
	9
	30
	83

	1990
	5986949
	1.58
	1496737250
	30
	9
	31
	85

	1991
	7500130
	1.25
	1875032500
	31
	9
	31
	86

	1992
	9545427
	1.27
	2386356750
	31
	9
	32
	87

	1993
	11484420
	1.20
	2871105000
	31
	9
	32
	87

	1994
	14147368
	1.23
	3536842000
	32
	9
	32
	88

	1995
	17385503
	1.23
	4346375750
	32
	9
	33
	89

	1996
	21210389
	1.22
	5302597250
	32
	9
	33
	90

	1997
	25083768
	1.18
	6270942000
	33
	9
	33
	90

	1998
	28268293
	1.13
	7067073250
	33
	10
	33
	91

	1999
	29085965
	1.03
	7271491250
	33
	10
	33
	91

	2000
	31411114
	1.08
	7852778500
	33
	10
	34
	91

	2001
	37315215
	1.19
	9328803750
	33
	10
	34
	92

	2002
	44778258
	1.2
	11194564500
	33
	10
	34
	93

	2003
	53733909.6
	1.2
	13433477400
	34
	10
	34
	93

	2004
	64480691.52
	1.2
	16120172880
	34
	10
	35
	94

	2005
	77376829.82
	1.2
	19344207456
	34
	10
	35
	95

	2006
	92852195.79
	1.2
	23213048947
	34
	10
	35
	96

	2007
	111422634.9
	1.2
	27855658737
	35
	10
	35
	96

	2008
	133707161.9
	1.2
	33426790484
	35
	10
	36
	97

	2009
	160448594.3
	1.2
	40112148581
	35
	10
	36
	98

	2010
	192538313.2
	1.2
	48134578297
	35
	10
	36
	99

	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	

	The data shown in the green block is obtained from the SwissProt web-site (http://www.expasy.ch)
	
	

	The data shown in the blue block is extrapolated from the green block, assuming an inrease of 1.2 each year
	

	A typical protein contains 250 Amino Acids. 
	
	
	
	
	

	
	
	
	
	
	
	
	

	N=Size of search space = 250*Number of residues in SwissProt
	
	
	
	

	Minimum number of bits required to distinguish from chance segment =log2(N)
	
	
	

	Minimum query length = Minimum bits required / bits per position for PAMx matrix
	
	
	


Excercise 5: Calculation of a scoring matrix.
In this exercise you will calculate your own PAM-1 matrix from a phylogenetic tree. Open the excel file and try to it.

	Sequences
	 
	 
	 
	 
	 

	
	ACGCTAFKI
	
	
	
	

	
	GCGCTAFKI
	
	
	
	

	
	ACGCTAFKL
	
	
	
	

	
	GCGCTGFKI
	
	
	
	

	
	GCGCTLFKI
	
	
	
	

	
	ASGCTAFKL
	
	
	
	

	
	ACACTAFKL
	
	
	
	

	
	
	
	
	
	
	



[image: image1]
	Frequency of occurence
	p(a)
	f*p(a)
	f=total number of mutations

	A
	10
	0.15873
	1.904762
	
	
	

	C
	13
	0.206349
	2.47619
	
	
	

	G
	10
	0.15873
	1.904762
	
	
	

	T
	7
	0.111111
	1.333333
	
	
	

	F 
	7
	0.111111
	1.333333
	
	
	

	K
	7
	0.111111
	1.333333
	
	
	

	I
	4
	0.063492
	0.761905
	
	
	

	S
	4
	0.063492
	0.761905
	
	
	

	L
	1
	0.015873
	0.190476
	
	
	

	
	63
	1
	12
	
	
	


	Accepted mutations (symmetric matrix)
	 
	 
	 
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	
	
	
	
	
	

	
	
	A
	C
	G
	T
	F
	K
	I
	S
	L
	
	
	

	
	A
	 
	 
	3
	 
	 
	 
	 
	 
	1
	
	
	

	
	C
	 
	 
	 
	 
	 
	 
	 
	1
	 
	
	
	

	
	G
	3
	 
	 
	 
	 
	 
	 
	 
	 
	
	
	

	
	T
	 
	 
	 
	 
	 
	 
	 
	 
	 
	
	
	

	
	F
	 
	 
	 
	 
	 
	 
	 
	 
	 
	
	
	

	
	K
	 
	 
	 
	 
	 
	 
	 
	 
	 
	
	
	

	
	I
	 
	 
	 
	 
	 
	 
	 
	 
	1
	
	
	

	
	S
	 
	1
	 
	 
	 
	 
	 
	 
	 
	
	
	

	
	L
	1
	 
	 
	 
	 
	 
	1
	 
	 
	f=
	total number of mutations

	
	Total
	4
	1
	3
	0
	0
	0
	1
	1
	2
	12
	
	


	Relative mutability
	 
	 
	 
	 
	 
	
	
	
	
	
	
	Expected mutations
	P(A->G)

	
	
	number of mutations
	
	Relative mutability
	
	Scaling factor
	
	
	15%
	0.01
	0.01575

	
	A
	4
	
	
	2.1
	
	
	Sigma
	0.01
	
	
	
	0.05
	0.07875

	
	C
	1
	
	
	0.403846
	
	
	Reflect fraction of dissimilarity
	
	
	0.1
	0.1575

	
	G
	3
	
	
	1.575
	
	
	
	
	
	
	
	
	

	
	T
	0
	
	
	0
	
	
	
	
	
	
	
	
	

	
	F 
	0
	
	
	0
	
	
	
	
	
	
	
	
	

	
	K
	0
	
	
	0
	
	
	
	
	
	
	
	
	

	
	I
	1
	
	
	1.3125
	
	
	
	
	
	
	
	
	

	
	S
	1
	
	
	1.3125
	
	
	
	
	
	
	
	
	

	
	L
	2
	
	
	10.5
	
	
	
	
	
	
	
	
	

	
	
	12
	
	
	
	
	
	
	
	
	
	
	
	


	
	
	
	
	
	
	
	
	
	
	

	Mutation probability  (assymmetric matrix)
	 
	 
	 
	
	
	
	

	
	
	
	
	
	
	
	
	
	
	

	
	
	A
	C
	G
	T
	F
	K
	I
	S
	L

	
	A
	0.979
	0
	0.01575
	0
	0
	0
	0
	0
	0.0525

	
	C
	0
	0.995962
	0
	0
	0
	0
	0
	0.013125
	0

	
	G
	0.01575
	0
	0.98425
	0
	0
	0
	0
	0
	0

	
	T
	0
	0
	0
	1
	0
	0
	0
	0
	0

	
	F
	0
	0
	0
	0
	1
	0
	0
	0
	0

	
	K
	0
	0
	0
	0
	0
	1
	0
	0
	0

	
	I
	0
	0
	0
	0
	0
	0
	0.986875
	0
	0.0525

	
	S
	0
	0.004038
	0
	0
	0
	0
	0
	0.986875
	0

	
	L
	0.00525
	0
	0
	0
	0
	0
	0.013125
	0
	0.895

	
	
	1
	1
	1
	1
	1
	1
	1
	1
	1


	M(i,i)
	P(i)
	P(i)*M(i,i)

	0.979
	0.159
	0.155

	0.995962
	0.206
	0.206

	0.98425
	0.159
	0.156

	1
	0.111
	0.111

	1
	0.111
	0.111

	1
	0.111
	0.111

	0.986875
	0.063
	0.063

	0.986875
	0.063
	0.063

	0.895
	0.016
	0.014

	
	1
	0.99


	Odds matrix (symmetric)
	 
	 
	 
	 
	
	
	
	

	
	
	
	
	
	
	
	
	
	
	

	
	
	A
	C
	G
	T
	F
	K
	I
	S
	L

	
	A
	6.1677
	0
	0.099225
	0
	0
	0
	0
	0
	0.33075

	
	C
	0
	4.826583
	0
	0
	0
	0
	0
	0.063606
	0

	
	G
	0.099225
	0
	6.200775
	0
	0
	0
	0
	0
	0

	
	T
	0
	0
	0
	9
	0
	0
	0
	0
	0

	
	F
	0
	0
	0
	0
	9
	0
	0
	0
	0

	
	K
	0
	0
	0
	0
	0
	9
	0
	0
	0

	
	I
	0
	0
	0
	0
	0
	0
	15.54328
	0
	0.826875

	
	S
	0
	0.063606
	0
	0
	0
	0
	0
	15.54328
	0

	
	L
	0.33075
	0
	0
	0
	0
	0
	0.826875
	0
	56.385

	
	
	
	
	
	
	
	
	
	
	


	PAM-1 matrix === 10*Log Odds matrix (symetric) 
	 
	 
	
	
	
	

	
	
	
	
	
	
	
	
	
	
	

	
	
	A
	C
	G
	T
	F
	K
	I
	S
	L

	
	A
	7.90
	 
	-10.03
	 
	 
	 
	 
	 
	-4.81

	
	C
	 
	6.84
	 
	 
	 
	 
	 
	-11.97
	 

	
	G
	-10.03
	 
	7.92
	 
	 
	 
	 
	 
	 

	
	T
	 
	 
	 
	9.54
	 
	 
	 
	 
	 

	
	F
	 
	 
	 
	 
	9.54
	 
	 
	 
	 

	
	K
	 
	 
	 
	 
	 
	9.54
	 
	 
	 

	
	I
	 
	 
	 
	 
	 
	 
	11.92
	 
	-0.83

	
	S
	 
	-11.97
	 
	 
	 
	 
	 
	11.92
	 

	
	L
	-4.81
	 
	 
	 
	 
	 
	-0.83
	 
	17.51


Exercise 6: PAM250 units.
A correction to the alignment score must be made since PAM250 is not in bit units but in units of logarithm to the base 10, multiplied by 10. These PAM250 scores actually correspond to units of 1/3 bits Can you demonstrate this?
The scores of the PAM250 matrix are given by S=10log(x). 
This gives log(x)=S/10.
2log(x)=log(x)/log(2). 
This gives 2log(x)=(S/10)/log(2), which is equal to 2log(x)=1/3*S.
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